SESSION 3

 Multilevel tests, ROC Curves and Likelihood ratios
I.  ROC Curves.  (Reading: Sackett, Blue belt of Chapter 4; Fletcher, 50-54.  Not in UGML or EBM-2.)


A. Explanation and Examples

For tests that give continuous (or, at least, ordered) results, there is a trade-off between sensitivity and specificity depending on the threshold used to determine what constitutes a "positive" result.  For example, suppose you are looking at fever as a risk factor for bacteremia.  If you define fever as a temperature > 38.0, it will be sensitive but not specific; a definition of > 39.0 is less sensitive and more specific.

ROC curves are a way of displaying that trade-off graphically.  (ROC stands for "Receiver Operating Characteristic" This way of graphically displaying the tradeoff between false positives and false negatives was developed as part of signal detection theory when radar was being developed.)  Swets JA. Chapter 1: The Relative Operating Characteristic in Psychology in  Signal detection theory and ROC analysis in psychology and diagnostics : collected papers. Mahwah, N.J.: L. Erlbaum Associates; 1996.
Sometimes there are just a few categories of the variable or just a few different possible cutoffs are chosen.  Then the ROC curve, instead of being smooth, will be a few straight lines (Figure 1).  Each point represents a different cutoff for calling the test positive, and these few discrete points are connected by straight lines, corresponding to the categories of results.  On the other hand, if you're having a computer plot the ROC curve for you, you can see what happens when the cutoff is systematically increased from the lowest to the highest value present in your sample.  The ROC curve will look jagged, with little steps (Figure 2).
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Figure 1: ROC Curve for a variable with 3 possible values.  In this case, general appearance (well, moderately ill, very ill) is being used as a predictor of serious bacterial illness in febrile infants < 3 months old.  (Source: unpublished analysis of the PROS Febrile Infant Study.)
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Figure 2: Appearance of an ROC curve for a continuous variable, in this case the CSF white blood cell count is being used to predict bacterial meningitis in febrile infants < 3 months old.  Note the jagged little steps.  (Source: unpublished analysis of the PROS Febrile Infant Study.)

Here's a good way to think about drawing ROC curves.  Imagine you have 30 patients, 15 of whom have the disease of interest and 15 of whom do not.  Do the test on all of them, and then arrange the test results in ascending order, using an "N" to indicate someone with NO disease, and a "D" to indicate someone who has the disease.  (Put ties in parentheses.)  Let's suppose we're looking for an immune deficiency, where LOW values are abnormal.  Then, for a perfect test, the list would look like this:

 D D D D D D D D D D D D D D D D N N N N N N N N N N N N N N N N N


Now picture a little man starting at the lower left corner of the ROC curve.  That's the corner that represents 0% sensitivity and 100% specificity -- i.e. it's when you say no one has the disease.  Put another way, if a LOW result on the test is abnormal, it's when you say the result has to be LOWER than the lowest value of your sample to be called abnormal.  Therefore, everyone is classified as normal, and the sensitivity is 0% but specificity is 100%.  Now start at the beginning of the list above.  Since there are 15 patients in each group, make a 15 by 15 grid.  Now this little man will take a walk on this grid, tracing out an ROC curve.  You are going to read the list above out loud to him.  Every time you say "D" he will take one step UP.  Every time you say "N" he will take one step to the right. Every time you come to a new value of the test, he drops a stone. Each stone represents a point on the ROC curve. You can see for the perfect test above, he'll walk straight up to the upper left-hand corner of the graph, then turn right and walk straight across to the upper right corner. (Figure 3--Perfect Test)


Similarly, for a worthless test, the ordering would look something like this:

N D N D N N D D N D D N N D D N D N D N D N N N D D N D D N, etc.


You can see with this test, that he'll go up one step about each time he goes over one step, so his path will more-or-less follow the diagonal line that indicates a worthless test.  (Figure 3 –Worthless Test)


If the test actually provides some information, but is not perfect, the ordered list might look like this, with more D's at one end and more N's at the other ((Figure 3 – Imperfect Test):

D D D D D N D D D D N N D N D D N N N D N N D N D N N N N N N
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Figure 3. Perfect, Imperfect, and Worthless Tests


You don't actually need equal numbers of patients per group.  If the number of patients is not equal, just divide the vertical scale into d steps, where d is the number with disease, and divide the horizontal scale into n steps, where n is the number without disease.  Then just go through your list, going up one "step" for each D and over one for each "N."  (Note:  if people with disease have a HIGHER value for the test result, just arrange the values in DESCENDING order.)


What about ties?  The answer is that when there is a tie, the ROC curve is diagonal.  Recall that the little man only drops a stone when a new value is reached.  So if there are 3 Ns and 4 Ds that all had the same result, he would take 3 steps over and 4 steps up (in any order) before dropping his next stone.  


Of course what is happening here is that we're creating the ROC curve by taking each result obtained on the test in order, and saying: "a result lower than or equal to this is abnormal." As we raise that number we first start picking up more and more diseased folks (increasing sensitivity) and the little man walks mostly vertically.  As we raise this threshold further we start picking up more nondiseased people.  For results that are equally likely in diseased and nondiseased people, the little man walks at about at 45-degree angle.  Eventually, we get to results (normal values of the test) that are more common among people who do not have the disease than among people who do, and he walks more horizontally.

B.  ROC Curves and the Wilcoxon Rank Sum Test (also called Mann-Whitney U-test.)
Hanley JA, McNeil BJ. The meaning and use of the area under a receiver operating characteristic (ROC) curve. Radiology. 1982;143(1):29-36.

The area under an ROC curve is sometimes called the "c statistic."  It has another interpretation as well: it is the probability that in a randomly chosen pair of patients, the diseased patient will have a more abnormal result on the test than the nondiseased patient.  This makes sense -- a worthless test, whose ROC curve goes along the diagonal will have an area of 0.5 and only about a 50% chance of being more abnormal in a diseased than in a nondiseased patient.


The c statistic (the area under ROC curve) is commonly used in multivariate analysis.  For example, a logistic model can be used to generate a predicted probability of disease for each subject.  That predicted probability can then be treated as a diagnostic test, and an ROC curve can be generated.  The c statistic describes how well the logistic model discriminates between those with and without disease.  (It could be calculated by comparing the predicted probability for each possible pair of D+ and D- observations in the dataset.  The c statistic is just the number of observation pairs in which the D+ observation has a higher predicted probability than the D- observation divided by the total number of observation pairs (= Number of D+  x Number of D-)


You can see that the actual values of the test are not important for the shape of the ROC curve or the area under it--only the ranking of the values, which determines the order of the Ns and Ds, and hence the pattern of the little man's walk.  Thus, it is perhaps not surprising that the statistical significance test for the area under an ROC curve comes out exactly the same as the Wilcoxon Rank Sum and Mann-Whitney U tests, nonparametric tests used to compare 2 samples based on their ranks, i.e., the non-parametric equivalent of the t-test. (The Wilcoxon Rank Sum and Mann-Whitney U tests are done different ways, but give identical results.)


The area under the ROC curve and the rank sums can be related as follows.   List all of the n patients without disease and d patients with disease in ascending order of their values on the test, and assign ranks, where 1 is for the lowest value and (n+d) is for the highest.   (The way to do ties is assign the average rank to all members of a tie.  Thus if two people are tied for 3rd and 4th, assign both the rank of 3.5; if 5 people are tied for 7, 8, 9, 10 and 11, assign all of them 9.) Then you'll need to calculate 3 values related to the sum of the ranks: S, Smin, and Smax.  S is just the sum of the ranks of the diseased group.  Smin is the minimum value for S.  This would occur if the test were perfect, i.e., all of the lowest ranks will belong to the diseased group.  So Smin  = (1 + 2 + 3 + …d)  = d(d+1)/2.  If all of the people with disease test higher, then S will = Smax = n+1 +  n+2 + …n+d = dn + Smin.  (Proof of this is left to the reader.)  The area under the ROC curve ("c") is related to these values as follows:            





Smax  -  S
 
  S - Smin



c =       _______  
or
 _______   




             Smax - Smin

Smax - Smin
The formula you use depends on whether the test is high or low in people with disease; if you get a number less than 0.5 you can always subtract it from 1 or use the other formula, which does the same thing. 
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C. Example:  There are 4 people with the disease, and their values for the test are 1,2,4,5.  There are 4 people without the disease, and their values are 4,6,8,12.  What does the ROC Curve look like?  What is its area?

Solution:  
1. Sort the values as described above: 1, 2, (4,*4), 5, *6, *8, *12 where * means nondisease, or as we did it before,   D D (ND) D N N N.



2.  Make the ROC graph and label axes.  In this case, you can make grid lines at .25, .5, and .75.
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3.  Starting at the lower left corner of the graph, you'll go up to (0,.25) and make a point because the little man has taken 1 step up.  Then you'll make another point above that at (0.5) because he takes another step up.  Then you'll go diagonally to (.25, .75).  then up 1 and over 3 and you're done.   You can draw it right here.  Label the axes first --easier for you to do with a pencil than me on the computer.


4.  You can get the area under the curve by counting boxes -- it's 14.5 boxes under the curve out of 16 boxes total = .906.  (You could also get the number of boxes under the curve by counting the number above the curve (1.5 boxes) and subtracting from 16.)  Alternatively, if you use the formula, you get Smin = 1+2+3+4 = d(d+1)/2=10 and Smax= 5+6+7+8 = 10 + 16=26.  S is 1+2+3.5 + 5 = 11.5.  So the area is (26 - 11.5)/16 = 14.5/16 = .906.  Fun, wasn't it?

II.  Problems with Using Sensitivity, Specificity, and Predictive Value for Ordinal and Continuous Tests
[image: image5.png]Table 3. Sensitivities and Specificities at Different
Cutoff Values for the White Blood Cell Count (WBC)*

WBC | Children
Cutoft ‘ Positive Above
Values, | Predictive Cutoft

x10'L  Sensitivity Spocﬂiclly Value,% Valus, %

=5  1.00(0.96-1.00) 0.06 (0.06-0.07) 1.6(1.3-1.8) 938
=10 0.98(0.93-0.99) 0.44 (0.43-045) 25(2.1-3.0) 56.2
=15 0.86(0.78-0.91) 0.77(0.76-0.77) 5.1(4.2-6.1) 24.4
=16 0.77 (0.69-0.84) 0.81(0.80-0.82) 5.6(4.6-69) 189
=17 0.72 (0.64-0.80) 0.84 (0.84-0.85) 64 (5.2-79)  16.3
=18 0.64 (0.55-0.72) 0.87 (0.86-0.88) 6.8(5.5-8.4) 13.6
=19 0.56 (0.47-0.65) 0.90 (0.89-0.80) 7.5 (6.0-9.4) 10.8
=20 0.48 (0.39-0.57) 0.92 (0.91-0.93) 8.1 (6.3-10.4) 8.6

*Numbers in parentheses are 85% confidence intervals.




People who don't know about likelihood ratios (which at this point, still includes some of you!) often have a very hard time trying to present data describing how well ordinal and continuous tests perform at different cutoffs.  They recognize that sensitivity, specificity and positive and negative predictive value depend on the cutoff chosen, so they present a series of values for these parameters at different cutoffs.  For example, Lee et al (Arch Peds Adol Med 1998;152:624-28) examined different cutoffs for calling a white blood cell count abnormal in febrile children 3 to 36 months old.  They obtained the following results:


You can see that although these results are great for drawing an ROC curve (as the authors did), or helping to select a cut-off, if one were forced to do so, this way of presenting results is not useful for interpreting results of individual patients.  For example, if your patient has a WBC of 10.5 x 109/L, what is the chance that she is bacteremic?  If you look at the table, you might say 2.5%, since that is the predictive value for a WBC of ( 10.  But that would probably be too high, because most children in the study with a WBC ( 10 have a WBC higher than that of your patient, and the 2.5% includes data from them as well.  On the other hand, maybe it should be 1.6%, since 10.5 is certainly ( 5. But then she'll be mixed in with patients with WBC of 6, who might be at lower risk. The bottom line is that no matter what your WBC is, a table like this one is not very helpful because when you dichotomize the WBC, the groups on each side of the cutoff will always be heterogeneous -- e.g., those far below or far above the cutoff will have a higher posterior probability than those close to it.


The solution to this problem is to stop thinking about ordinal and continuous tests as being "normal" or "abnormal" and present results with likelihood ratios!  

III. Likelihood Ratios.  Reading: Sackett, Brown belt of Chapter 4; UGML 127-131; EBM-2 72-73; Fletcher, pp 64-66; Friedland,  pp 23-32.  Note that in Friedland there are a whole lot of errors of the form a/a+b written to mean a/(a+b).  They got the pie method of explaining odds from me, rather than vice versa.

A.  Motivation:  

There are two big advantages to likelihood ratios.  The first is that, as discussed above, unlike sensitivity and specificity, likelihood ratios work for nondichotomous tests.  This means you don't have to choose a cutoff and throw away information. 

The other advantage of likelihood ratios is that they simplify the process estimating posterior probability.  You saw last week that it is possible to get posterior probability from sensitivity, specificity, prevalence (hereafter called prior probability) and the test result by filling in a 2x2 table.  You also saw that it is kind of a pain.  Wouldn't it be nice if you could just multiply the prior probability by some constant derived from your test to get the posterior probability?  For instance, it would be nice to be able to say that a WBC of > 15,000 triples the probability of bacteremia, or that a positive mammogram increases the probability of breast cancer about 10-fold?

But there's a problem with this: probabilities cannot exceed one.  So if your prior probability starts out at 60%, there's no way you can double it.  To get around this problem, we switch from probability to odds.  


B.  Necessary digression: a crash course in odds and probability: This topic trips up a lot of people, but it really isn't that hard.  "Odds" are just a probability p expressed as a ratio to (1-p); in other words, the probability that something will happen (or already exists) divided by the probability that it won't happen (or does not already exist). For our current purposes, we are mostly interested in the odds for diagnosing diseases, so we are interested in:

Probability (of having disease)

Probability (of not having disease)

If your only prior experience with odds comes from horseracing, don't get confused -- in gambling they use betting odds, which are based on the odds of NOT winning.  That is, if the tote board shows a horse at 2:1, the odds of the horse winning are 1:2 (or a little less to allow for profit for the track).

Understanding odds and probability using pizzas :
It might help to visualize a delicious but insufficient pizza completely divided between you and a hungry friend. If your portion is half as big as his, it follows that your portion is one third of the pizza. Expressing the ratio of the size of your portion to the size to his is like odds; expressing your portion as a fraction of the total is like probability. 

Example 1: Your portion is half as big as his.  What percent of the pizza do you eat?  







Pepperoni

Answer: 1/3 of the pizza.  (If  Odds = 1:2,  Probability = 1/3)

Example 2: You eat 10% of the pizza.  What is the ratio of the size of your piece to hers?









Anchovy

Answer: Ratio of your size to hers is 1:9.  (If probability = 10%; odds = 1:9)

Let's introduce the actual formulas for converting from odds to probability and vice versa, and give some examples:

   If probability is p, the corresponding odds are p/(1-p)
•if the probability is 0.5, the odds are 1:1 [0.5/(1-0.5)] 

•if the probability is 0.75, the odds are 3:1 [0.75/(1-0.75)] 

At this point you may be a little confused about the way odds are expressed--they are sometimes written as "X:Y" and sometimes as "X/Y". Mathematically they are just ratios, so 4:1 is just 4/1 or 4, and 1:5 is 1/5 or 0.2.

   If odds are a:b, the corresponding probability is a/(a + b)
(if the odds are 1:9, the probability is 1/10 [1/(1 + 9)]

(if the odds are 4:3, the probability is 4/7 [4/(4+3)]

Note: If the odds are already expressed as a single number (e.g., 0.5, or 2), then the formula simplifies to: probability = odds/(odds + 1) (since the "b" value is implicitly equal to 1).

The only way to learn this is just to do it.  It's easy.  Here are some problems to try out on your own right now (the answers are on the last page of this section). 

Convert the following PROBABILITIES to ODDS:

a.
.01





b.
.1





c.
.25


d. 
3/8


e.
.67


f.
7/11


g.
.99

Convert the following ODDS to PROBABILITIES:


a.
.01


b.
1:4


c.
.2


d.
.5


e.
4:3


f.
10

One thing you probably noticed in these examples (and could also infer from the formulae) is that when probabilities are small, they are almost the same as odds.  Another thing you can notice is that odds are ALWAYS higher than probabilities (except when both are zero).  Knowing this may help you catch errors. .  Finally, probabilities are always < 1, while odds can range from 0 to (.

OK.  The last thing you'll need to know about odds is that, since they are just ratios, when you want to multiply odds by something, you multiply only the numerator (what's on the left side of the colon).  So if you multiply odds of 3:1 by 2, you'll get 6:1.  If you multiply odds of 1:8 by 0.4, you'll get odds of (0.4 x 1):8 = 0.4/8 = 0.05.


C. Deriving likelihood ratios: ("Lite" version)

We've been working up to a discussion of likelihood ratios, but we are going to approach it a little bit backwards.  Suppose we want to find "something" that we can multiply the prior odds (of disease) by, in order to get the posterior odds (now that we are comfortable with converting odds and probabilities).  What would that "something" have to be?
 

Recall the basic 2x2 table and assume cross-sectional sampling (i.e. that the prior probability or prevalence of disease is (a+c)/(a+b+c+d)): 

	
	Disease +
	Disease -
	Total

	Test +
	a

True Positives
	b

False Positives
	a+b

Total Positives

	Test -
	c

False Negatives
	d

True Negatives
	c+d

Total Negatives

	Total
	a+c

Total With Disease
	b+d

Total without Disease
	Total N

(a+b+c+d)


What, in terms of a, b, c, and d, are the PRIOR ODDS of DISEASE?  As we noted earlier, that's just the "probability of having disease" divided by the "probability of NOT having disease", based on knowledge we have before we do the test.  So prior odds =

   P (having disease)

= 
  Total with disease/Total N
=
(a+c)/N      =   (a+c)
P (not having disease)


Total without disease/Total N

(b+d)/N
(b+d)

Now, if the test is positive, what are the POSTERIOR ODDS of DISEASE? We want to make the same calculation as above, except now use information we have derived from the test. If the test is positive, the "probability of having disease" is now the same as the posterior probability (predictive value), which is True Positives/All Positives or a/(a+b). The "probability of NOT having disease" if the test is positive is False Positives/All Positives or b/(a+b).    So the posterior odds of disease if the test is positive are:

P (having disease|Test +)= 
True Positive/Total Positive
=
a/(a+b)

=
a
P (not having disease|Test+)
False Positive/Total Positive
=
b/(a+b)


b


(the "( " symbol means "given")

So now the question is: what could we multiply the PRIOR ODDS [(a+c)/(b+d)] by in order to get the POSTERIOR ODDS [a/b]?  



a+c  * ?   =
a
(

a+c  *  a/(a+c)   =
a


b+d    ?
b


b+d     b/(b+d)

b

So that second term must be the likelihood ratio (LR) we having been searching for! To sum up:




Prior Odds x LR = Posterior Odds

But look more closely at that formula for the LR that we just derived -- some of it should look familiar.  Remember what a/(a+c) is?  That's right, sensitivity.  And b/(b+d) is (1 - specificity).  So the LR for a positive dichotomous test is just sensitivity/(1-specificity).

You don't need to derive this every time you want to know what a likelihood ratio is, although you could.  Instead, just remember this one formula:




Likelihood ratio =  
P(result|disease)
            

       


P(result|no disease)
Stated in words, this says that the likelihood ratio is the "probability of obtaining this test result in those who have the disease", divided by the "probability of obtaining this result in those that do not have the disease".  This formula is a good one to memorize, because it works for all tests, not just dichotomous ones.

Notice that this ratio just says "result"--in other words, you could be referring to a positive result or a negative result, but in each case, the numerator refers to patients with disease and the denominator refers to patients without disease. Since we'll be looking at an example in a page or two that discusses LRs for positive and negative tests, let's take a moment to derive a working formula for the LR for a negative test:

You might first find it helpful to go back to the 2x2 table and retrace the steps we took to get the LR for a positive test, but instead using the appropriate cell values for the negative test. If you do this, at the end you should have derived for the "?/?" factor the formula "[c/(a+c)]/[d/(b+d)]. If you think about what other ways we have to express this, you should come up with:





 (1-Sens)/Spec

--the flip side of our first formula.

If you just use the generic formula given earlier, you should come up with the same result--try it, it will help you review your understanding of sensitivity and specificity!!

DERIVATION OF LIKELIHOOD RATIOS: RIGOROUS VERSION

Here’s a real derivation—it really isn’t that hard!

First, you need to accept some basic theorems of probability: [remember, the "|" character means “given” and the "~" character means "not"]

1.  P(A and B) = P (B and A)


(Duh)

2.  P (A and B) = P(A|B) P(B) .   (This just says the probability that both A and B will happen is the probability that B will happen times the probability of A happening given that B has happened (or is true).

From 1 and 2 (which both seem self-evident to me), it is easy to prove Bayes' theorem:

3.  P(A|B)P(B) = P(A and B)= P(B and A) = P(B|A)P(A).  Therefore 


P(A|B) = P(B|A)P(A)/P(B) which is how Bayes' theorem is generally written.

Now by Bayes' theorem: (Where D = Disease, R = a specific test result, and ~D= no disease)

a)
Posterior probability = P(D|R) = P(R|D)P(D)/P(R)

b)
1- Posterior probability = P(~D|R) = P(R|~D)P(~D)/P(R)

dividing  a by b gives

c)
P(D|R)/P(~D|R) = P(R|D)/P(R|~D) 
x   P(D)/P(~D)  


Posterior odds   =   LR

x   Prior odds

Note that this derivation applies regardless of the form the result takes (dichotomous, continuous, etc.) and requires no assumptions about anything.

D.  Example: Using likelihood ratios to calculate posterior probability

Let's return to our mammography example from the previous session, where the prevalence (prior probability) of breast cancer was 0.28%, the sensitivity of the mammogram was 75% and the specificity was 93%. The LR for a positive mammogram would then be {Sens/(1-Spec)} = {0.75/0.07} = 10.7.  Since odds and probabilities are almost the same when probabilities are low, let's first try a short cut: simply multiply the prior probability by the LR:



0.0028 x 10.7 = 0.030 = 3%

This is close enough to the 2.9% we calculated with the 2x2 table method used before.  However, if the prior probability and/or the likelihood ratio are higher, this shortcut won't work.  For example, in a 65-year-old woman (prior probability 1.2%) with a mammogram "suspicious for malignancy" (LR=88), we would get {0.012 x 88} = 1.06, which doesn't make any sense as a posterior probability, being >1.  In general, if the product of the prior probability and LR is >10%, we have to convert to odds and back again.  For the latter example, the steps would be:

1.
Convert prior probability (p) to prior odds [p/(1-p)] => 0.012/(1 - 0.012) = 0.0122

2.
Multiply prior odds by LR:  0.0122 x 88 = 1.07

3.
Convert posterior odds back to probability [=odds/(1+odds)] => 1.07/(1 + 1.07) = 
   1.07/2.07 = 0.52

So if the prior probability of breast cancer was 1.2%, a mammogram "suspicious for malignancy" would raise the posterior probability to 52%.


F.  Determining testing threshold from test characteristics and treatment threshold
[Note: The best discussion of this is in Friedland  pp 69-75.

Main idea: Recall that in the first session, we said that a good reason to do tests was to help you (or the patient) make better decisions.  We can now use our knowledge about test characteristics and a new concept, the treatment threshold, to determine the range of prior probabilities (the testing thresholds) for which the test has the potential to affect a treatment decision. 

If you stop and think about it, you can see that if a test has less than perfect specificity and the treatment has some potential risks, you should not treat patients with very low prior probabilities of disease, even if they have a positive test result. --you'll suspect it was a false positive. That defines a "lower testing threshold" below which there's no point doing the test. We'll see that that this lower threshold is related to the likelihood ratio for a "positive" result.

At the other end of the spectrum, if you think a patient really does have a disease (high prior probability), the sensitivity is less than perfect, and the treatment risks aren't that great, then you'll treat even when the test is negative--you'll suspect it was a false negative. That defines a "higher testing threshold," above which there's no point doing the test. Note that this higher threshold is related to a "negative" result.

Between these two testing thresholds there is a zone in which the results of the test have the potential to affect your decision to treat. What we are going to describe next is the way you can use your newfound knowledge to quantify the intuitive process just described.

Before we go on, though, you may have noticed that we used a term that we haven't yet defined. What is a treatment threshold and where does it come from? The treatment threshold is the posterior probability of disease at which the expected benefits of treating first outweigh the risks and costs.  

You're probably a bit confused by now, so let's get right into an example of how we use all these thresholds to make our testing and treatment decisions:

Example:  Suppose that in patients with sore throat, the benefits of treatment with penicillin justify the risks and costs if the probability of Group A streptococcal infection ("strep throat") is more than 50%.  Then "50%" is the treatment threshold. That is, after we do our diagnostic testing (a throat culture in this case), if we think the patient is more likely than not to have strep throat, we will go ahead and treat her.

We also know that the sensitivity of a throat culture for acute streptococcal infection is about 90%; and the specificity (because of carriers) is about 85%.  

What are our testing thresholds in this case--that is, for what range of prior probabilities of strep throat should the results of the throat culture affect the decision to treat with penicillin?

1. Calculate likelihood ratios for positive and negative tests: 

LR(+) =
{Sens/(1-Spec)} = 0.9/(1-0.85) = 0.9/0.15 = 6
LR(-) = 
{(1-Sens)/Spec} = (1-0.9)/0.85 = 0.1/0.85 = 0.12
2. Convert the given "treatment threshold" of "0.5" to odds:



Recall that "odds = p/(1 - p)", so...




0.5/(1-0.5) = 1/1 = 1

3. Divide LR(+) and LR(-) into treatment threshold to get the prior odds for the testing thresholds: (since prior odds x LR = posterior odds, then 

posterior odds/LR = prior odds) 




Posterior odds/LR(+) = (1/6) = 0.17 (for pos culture) 




Posterior odds/LR(-) = (1/0.12) = 8.25 (for neg culture)
4. Convert each of these prior odds for (testing thresholds) back to a prior probability:


Recall that if odds are a single number, then "p = odds/(1+odds)",  so…



p =
0.17/1.17 =  0.14 (for pos culture) 



p =
8.25/9.25 =  0.89 (for neg culture)

5. Interpret the result: 

•
If the prior probability of strep throat is <14 % (the lower testing threshold), then even if the culture is positive, the post-test probability will still be below 50% (the treatment threshold), and you would not treat the patient.

•
If the prior probability is >89% (the higher testing threshold), then even if the culture is negative, the post-test probability will be above 50%, and you would treat the patient anyway.

•
Between 14% and 89%, the test MAY be indicated, because it has at least the potential of affecting management. Note that so far, we haven't considered costs or risks of the test  (as opposed to those of the treatment)-- when these are factored in as well, the testing range will be narrower. 


G.  (Optional) Newman's Nomogram:

In real life, you'll seldom know the prior probability and LR very precisely, so you can just use a nomogram and skip all the calculations.  Sackett, EBM-2 and UGML all come with a little laminated plastic nomogram.  You might try it and see how close you come to the actual answers on some of the homework problems.  But one problem with the plastic nomogram is that you can't look at it and quickly understand why it gives the right answer.  

So I developed a nomogram that is more useful for visualizing the process of going from prior to posterior probability.  It's clumsier to use though -- that's the tradeoff.  It uses a probability scale that is spread out so that distances on it are proportional to the log(prior odds).  I've included one at the back of this syllabus.  To use it, you start at the point on the scale representing your prior probability, then you move a distance left or right on that scale according to the log(likelihood ratio). The place where you end up is the posterior probability.


As an example, consider a VQ scan in a 65 year old man with metastatic cancer, pleuritic chest pain, and shortness of breath.  My internist colleagues (who love VQ scans for illustrating likelihood ratios) say the prior probability of a pulmonary embolus in such a patient is about 0.33.  The PIOPED study found the following likelihood ratios for V/Q scans:

"High Prob" V/Q Scan …..LR = 13

"Int. Prob" V/Q Scan ……..LR = 1

"Low Prob" V/Q Scan  ….LR = 0.4

 Normal V/Q Scan    ……  LR = 0.1

The figure below shows an “X” at the point on the scale representing the prior probability of 0.33. The arrows above the scale show how the posterior probability of PE would change with different results on the VQ scan.  The lengths of the arrows are proportional to the log(LR).  (In fact, on the scale below, every 4.3 cm is a 10-fold change in likelihood ratio.)

LR=13



   
    -------------------->
LR=1   

  

          | 

LR=0.4 
  
   
          <-----

LR=.1   
        <-------------------

+---------------------------------X---------------------------------------+

|      |       |     |       |   |      |       |    |      |     |   

.01    .02     .05   .1     .2   .3     .5      .7   .8     .9    .95  

PROBABILITY

So if our 65 year old man with a prior probability of PE of 0.33 had a VQ scan, you can see that his posterior probability could go as low as about 0.04 or as high as 0.82.

I think this way of visualizing likelihood ratios works for a couple of other concepts, too:

Non-independence of tests.  In evaluating the usefulness of a test, it is important to consider not just what information is provided, but what information is provided beyond that available from other tests.  When tests are independent, their likelihood ratios can be multiplied.  (In graphs like this, the arrows for their results can be laid end-to-end.)  In practice, tests often are not independent -- they measure different aspects of the same pathophysiologic alteration

For example, consider AST and LD enzyme levels in the diagnosis of hepatocellular injury.  Conditions that cause a false-positive result on one (e.g. hemolysis, muscle injury) also make a false-positive result on the other more likely.  Therefore, although the likelihood ratio for (e.g.) an AST > 100 might be 35, and for LDH > 500 might be 10, the LR for BOTH AST > 100 and LD > 500 is likely to be a lot less than (10 x 35 =) 350, because the tests are not independent.  This is illustrated below:





LR=35 for AST+



LR=10 for LD+ 



------------------------------->------------------->
-----------------------------------------------------------------------+

   |    |       |     |       |   |      |       |    |      |     |       |

 .01   .02     .05   .1     .2   .3     .5      .7   .8     .9    .95   .98
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Predicted LR=350 for AST+ and LD+

           ---------------------------------------------------->



Actual LR = 70 AST+ and LD+

Redundancy

 

-------------------------------------->{++++++++++++}   

Testing Thresholds: This nomogram also provides a way of visualizing testing thresholds.  Returning to the strep example, + and - likelihood ratios can be placed with their points on the treatment threshold, and their origins will define the testing  threshold:


     


 LR+ (6)   
 
  LR-  (.12) 



              -------------->|<----------------

+---------------------------------------------------------------------+

       |       |     |       |   |       |      |    |      |     |   

.01    .02     .05   .1     .2   .3      5      .7   .8     .9    .95 


PROBABILITY

In the figure above, we work backwards from the decision threshold, using likelihood ratios for positive and negative throat cultures.  We can see that if the prior probability of GABHS is less than about .14, even if the culture is positive, the posterior probability will remain below the treatment threshold, and we shouldn't treat.  Similarly, if the prior probability is more than 89%, even if the throat culture is negative, the posterior probability will remain high enough to treat.  (These are the same numbers we got algebraically.)


Thus, we have a necessary but not sufficient criterion for a test to be useful.  It has to at least have the possibility of affecting management.  


H.  ROC Curves and likelihood ratios


There's a simple relationship between ROC curves and likelihood ratios.  The likelihood ratio is the slope of the ROC curve.  Because it takes two points on a line to define a slope, likelihood ratios are defined only for intervals of continuous tests.  (Recall the points on the ROC curve were individual choices for the cut-off defining a positive test.)  The more data you have, the smaller the intervals can be.  


Let's return to Table 3 from the paper on WBC as a predictor of bacteremia by Lee et al (page  ~28).  Although the authors did not do so, we can calculate likelihood ratios for different WBC levels from the data they present.
  First, let's consider a WBC between 5 and 10 x 109/L.  Sensitivity of the WBC for bacteremia at a cutoff of 5 x 109/L is 100%.  If we raise the cutoff to 10x109/L, sensitivity falls to 98%.  Therefore, 100%-98%= 2% of the patients with bacteremia must have had a WBC between 5 and 10 x 109/L.  Similarly, specificity increases from 6% to 44% with that change in the cutoff, so 44%-6% = 38% of the subjects without bacteremia must have had WBC between 5 and 10 x 109/L.  Therefore, the LR for a WBC of 5-10x 109 is:

 P(WBC 5-10x 109|bacteremia)/P(5-10x 109|no bacteremia) = 2%/38% = .05.  

Can you see how this would also be the slope of the ROC curve in that interval?  Remember how the slope is the "rise over the run"?  The rise for the ROC curve in this case would be from 98% to 100% (2%) and the run from 1-44%=56% to 1-6%=94%, or 94%-56%=38%.

Answers to odds/probability problems: 

Convert the following probabilities to odds:

Answer


a.
.01
1/99


b.
.1
1/9


c.
.25
1/3


d. 
3/8
3/5


e.
.67
2


f.
7/11
7/4


g.
.99
99

If odds are a/b, probability is a/(a+b).

Convert the following odds to probabilities:  (Note odds are sometimes written a:b which is the same as a/b.)

Answer

a.
.01
1/101


b.
1:4
1/5


c.
.2
.2/1.2 = 1/6


d.
.5
.5/1.5 = 1/3


e.
4:3
4/7


f.
10
10/11

�PRIVATE ��Abbreviations:





c	area under ROC curve


d	number of patients with disease


n	number of patients without disease


S	sum of ranks in DISEASED group


Smin	minimum possible value of S = d(d+1)/2


Smax	maximum possible value of S = Smin + dn
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� Note: this is the “lite” version because it applies only to cross-sectional sampling and dichotomous tests.  The rigorous version follows, but requires Bayes' theorem].





� In fact, Steve Shochet, an alumnus of this course did so!  See Shochet S, Newman T. White blood cell count likelihood ratios for bacteremia in febrile young children [letter]. Archives of Pediatrics and Adolescent Medicine, 2000; 154:963-4. 
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